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Although the lecture notes are meant to be self-contained, references have been provided to the appropriate
sections in the supporting literature.

2 Parametric Problem Setup (Kay 1.2, Poor IV.C)

A statistical model associates with each parameter θ ∈ Q a probability density function (or probability
mass function) pR;θ(r;θ) on the observation space R. In this deterministic parameter situation, the
parameters θ need not be random variables with a probability distribution.

By contrast, a Bayesian model has, along with pR|θ(r|θ), a prior probability density function (or
probability mass function) pθ(θ) for θ, so that we may calculate the posterior density given R = r as

pθ|R(θ|r) :=
pR|θ(r|θ)pθ(θ)∫

Q pR|θ(r|θ)pθ(θ)dθ

In a typical parametric statistics inference problem setup, we have performed an experiment from
whose outcome we have observed R = r, and we are interested in inferring some parameters θ based on
this experiment. Estimation theory provides a rigorous framework for doing so once we have been given a
statistical model. An important prerequisite of any real world application of parameter estimation theory,
then, is model selection which selects the statistical model for the problem.

Given that we have observed R = r we view pR;θ(r;θ) as a function of θ, and we define a likelihood
function `(θ; r) to be any function proportional to it, so that

`(θ; r) = γpR;θ(r;θ)

Sometimes we will work with a log-likelihood function L(θ; r) = log (`(θ; r)).

2.1 Statistics and Sufficient Statistics (Kay 5.3, 5.4, 5.6)

A statistic t(R) is a (measurable) function of the random observation R. It conveys information about the
observations, sometimes in a lossy manner, and is often of lower dimension than R. The data processing
inequality (Thomas and Cover 2.8) intuitively states that, by considering t(R) instead of R we can not
increase the amount of information we have concerning θ: we can only either decrease the amount of
information or leave it constant.

A sufficient statistic, then, is one which leaves the amount of information we have concerning θ
constant. By definition, a sufficient statistic is t(R) such that the conditional density for R given t(R) = x
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is not a function of θ for any θ ∈ Q. The Neyman Fisher Factorization Theorem says that t(R) is
sufficient if and only if the pdf pR;θ(r;θ) has the factorization

pR;θ(r;θ) = h(t(R);θ)g(R)

with h and g non-negative valued functions.
A sufficient statistic t∗(R) is a minimal sufficient statistic if it can be written as a function of

any other sufficient statistic. That is, if t(R) is another sufficient statistic, there is a function such that
h(t(r)) = t∗(r).

2.2 Exponential Family Distributions

An important family of probability distributions for which sufficient statistics are especially easy to identify
are the k-parameter exponential family distributions. These have probability density functions which
may be written in the form

pR;θ(r;θ) = exp (t(r) · λ(θ) + d(θ) + s(r)) 1R(r)

for some t : R → Rk, λ : Q → Rk, d : Q → R, s : Q → R. If the set {λ(θ)|θ ∈ Q} has an interior point,
then t(R) is a minimal sufficient statistic. Many of the probability distributions you encounter from day
to day are exponential family distributions. In particular, they include: any finite discrete distribution
(so that the cardinality |Q| = N a finite number), the Gaussian distribution, the multi-variate Gaussian
distribution, the Poisson distribution, and many others.

3 Deterministic Parameter Estimation

Suppose we are given a statistical model pR;θ(r;θ) and we have observed R = r. Our goal is to estimate
which θ ∈ Q gave rise to these observations. To do this, we construct an estimator θ̂(r) which is a
function of our observations and reflects our “best guess” at θ given that we have observed R = r. In
estimation theory we will be primarily occupied with first choosing appropriate mathematical notions for
“best guess”, determining if a best estimator exists under these notions, and finding it. Let us introduce
some terminology. The mean squared error (MSE), which for deterministic parameter estimation is a
function of the true parameters θ, is defined as

mseθ(θ̂) := E
[
‖θ̂(R)− θ‖2
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We can break this up into a variance term and a bias term as follows

mseθ(θ̂) = E
[
‖(θ̂(R)− E[θ̂(R)]) + (E[θ̂(R)]− θ)‖2

2

]
(1)

= E
[∥∥∥θ̂(R)− E[θ̂(R)]

∥∥∥2

2

]
+ E

[∥∥∥θ − E[θ̂(R)]
∥∥∥2

2

]
− 2E

[
(θ̂(R)− E[θ̂(R)])T (θ − E[θ̂(R)])

]
(2)

= E[‖ θ̂(R)− E[θ̂(R)]︸ ︷︷ ︸
Cθ̂(θ)

‖2
2] + ‖E[θ̂(R)]− θ︸ ︷︷ ︸

bias(θ)

‖2
2 (3)

= trace{Cθ̂(θ)}+ ‖bias(θ)‖2
2 (4)

Here, the matrix trace trace is the sum of the diagonal elements of a square matrix.

3.1 Unbiased Estimators (Kay, Ch. 2,3)

An unbiased estimator is one for which the bias is zero for any value of the true parameter.

bias(θ) = E[θ̂(R)]− θ = 0, ∀θ ∈ Q

Unfortunately, unbiased estimators do not always exist. Furthermore, the best estimator among those
estimators which are unbiased may have worse performance than some biased estimator. Still, unbiased
estimators, when they exist, can be useful.
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We can under-bound the mean-squared error performance of an unbiased estimator with the Cramér-
Rao Lower Bound. The Cramér-Rao Lower Bound states that if the PDF satisfies the (commonly
satisfied) regularity condition1

E [∇θ log pR;θ(r;θ)] = 0 ∀θ ∈ Q

then the covariance matrix Cθ̂(θ) = E[(θ̂(R) − θ)(θ̂(R) − θ)T ] of the error of any unbiased estimator
satisfies

Cθ̂(θ)− I−1(θ) ≥ 0 (5)

where the inequality is understood to mean that the matrix on the left hand side is a positive semi-definite
matrix. Here I(θ) is the Fisher Information Matrix, whose (i, j)th element is given as

[I(θ)]i,j := −E
[
∂2 log pR;θ(r;θ)

∂θi∂θj

]
When it exists, we call an unbiased estimator achieving equality in (5) an efficient estimator.

3.2 (Uniformly) Minimum Variance Unbiased Estimators (MVU / UMVUE)
(Kay, Ch. 5)

Uniformly minimum variance unbiased estimators (UMVUE) are those estimators among the class of
unbiased estimators which also have the minimum variance for each θ ∈ Q. Generally speaking, these
also can fail to exist or be hard to find. In finding the UMVUE, a continuation of the Cramèr-Rao Lower
Bound result can be useful. Note that, were we to find an efficient estimator (an unbiased estimator that
achieved equality in (5)), that estimator would be the UMVUE. Such an efficient estimator exists if and
only if

∇θ log pR;θ(r;θ) = I(θ) (g(r)− θ) (6)

for some function g. When (6) holds, the efficient estimator is θ̂(r) := g(r).

3.3 Maximum Likelihood Estimation (MLE) (Kay Ch. 7, Poor IV.D)

One common canonical way of estimating the parameters θ given the random observations R is maximum
likelihood estimation. We choose the value of the parameters θ ∈ Q which maximize the likelihood of
observing R = r:

θ̂ML(r) := arg max
θ∈Q

pR;θ(r;θ)

This is equivalent to maximizing any likelihood function `(θ; r), and is also equivalent to maximizing the
log likelihood function L(θ; r).

Thus, by the first order necessary conditions for an optimization, (if the maximum is attained and is
not on a boundary of Q) we must have

∇θL(θ; r)|θ=θ̂ML
= 0 (7)

Since (6) is a necessary and sufficient condition for the existence of an efficient estimator, we see that any
efficient estimator must also satisfy the likelihood equation (7) and be the maximum likelihood estimator.
However, not all maximum likelihood estimators are efficient, or even unbiased, and furthermore, there
may be an estimator with the same bias and lower variance.

On the other hand, one can show that maximum likelihood estimators, when they exist, are often
asymptotically efficient in the following sense. If {Ri|i ∈ {1, . . . , N}} are independently and identically
distributed according to the statistical model pR;θ(r;θ), then, under some regularity conditions (existence
of derivatives, strict convexity conditions, etc.), the error

√
N

(
θ̂ML({R1, . . . ,RN})− θ

)
dist.→ N (0, I−1(θ))

where I(θ) is the Fisher information matrix for pR;θ(r;θ). Thus, θ̂ML asymptotically achieves the CRLB,
and, hence, is called asymptotically efficient.

1as well as existence of the relevant derivatives and lack of dependence of support in r on θ.
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4 Bayesian Estimation (Kay Ch. 10, Poor IV.C)

In Bayesian estimation, we have been given, in addition to the likelihood function pR;θ(r;θ), a prior
probability distribution for the parameters Θ, so that they are a random vector. We have observed that
R = r and we would like to make our “best guess” as to the value of r. The advantage of the prior
distribution is that now “best guess” can have mathematical meaning closer to what we would intuitively
expect. In particular, we assign a cost C(x,θ) (a.k.a. distortion measure) to guessing that the parameter
was x, given that the true value of the parameter was θ. This allows us to define a risk associated with
an estimator θ̂(R) as

rθ(θ̂) := E
[
C(θ̂(R),Θ)|Θ = θ

]
and the Bayes Risk as the average risk

R(θ̂) := E
[
rθ(θ̂)

]
The Bayes Estimate of Θ is then the estimator which minimizes R(θ̂). Since

R(θ̂) = E
[
E

[
C(θ̂(R),Θ)|R = r

]]
the Bayes estimate (if it exists) may be found by minimizing E [C(R,Θ)|R = r] (the posterior cost) for
each r ∈ R.

4.1 Minimum Mean Squared Error Estimation (MMSE)

One common cost function is the squared error C(θ̂,θ) := ‖θ̂−θ‖2
2. The Bayes risk in this case is referred

to as the mean squared error (and, unlike in the deterministic case, is no longer a function of θ). The
Bayes estimate is then referred to as the minimum mean squared error estimate (MMSE), and can be
found by calculating the posteriori cost

E
[
‖θ̂(R)−Θ‖2

2|R = r
]

= E
[
‖θ̂(r)‖2

2|R = r
]

+ E
[
‖Θ‖2

2|R = r
]
− 2E[θ̂(R)T Θ|R = r] (8)

= ‖θ̂(r)‖2
2 − 2θ̂(r)T E[Θ|R = r] + E[‖Θ‖2

2|R = r] (9)

noting that this cost is quadratic, we can take derivatives to find

θ̂MMSE := E [Θ|R = r]

Thus the minimum mean squared error estimator is the conditional expectation. In general, this is a
biased estimator.

4.2 Maximum A Posteriori Estimatation (MAP)

Intuition: if we choose the cost function

C(θ̂,θ) := 1‖θ̂−θ‖22≥ε

and let ε grow very small, then the Bayes estimator becomes the maximum a posteriori estimator

θ̂MAP := arg max
θ∈Q

pΘ|R(θ|r)

4.3 CRLB for Random Parameters

It turns out we can prove a Cramér-Rao Lower bound for the case when Θ is a random variable, too. In
particular, subject again to some regularity conditions (e.g. existence of derivatives, conditional bias goes
to zero as θ grows arbitrarily large, etc) we have

E[(θ̂(R)−Θ)(θ̂(R)−Θ)T ] ≥ I−1 (10)

where
I := E

[
(∇θ log(pR,Θ(r,θ))(∇θ log(pR,Θ(r,θ)))T

]
and equality is attained in (10) if and only if pΘ|R(θ|r) is Gaussian.

Note that we didn’t make any requirement that the estimator be unbiased.
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